METHODS II

Homework 5
· Due Monday April 19, 2010
· Datasets and Codebooks are on the class website

A. Refer to the ICU dataset from the previous homework

1. Write down the MLEs (i.e., beta coefficients) for the “best” model identified in homework 4, part B, question 6 or another model of your choosing from the ICU dataset with the goal of prediction of STA.

2. Create an ROC curve for the model in A, question 1.

3. what is the AUC of the curve?

4. does your model do a good job of predicting STA?

5. Choose a probability cutoff based on the sensitivity and specificity produced by your model.  What is the probability cutoff?

6. comment on the predictive ability of the model and also on the difference between a model with significant p-values for the predictors versus a high AUC.

B. A subset of the SCYTS (South Carolina Youth Tobacco Survey) from 2007 is on the class website. Dataset is called yts.subset.2007.csv and there are three variables in the dataset:

· race:  White =1, Af-Am = 2, Other = 3. 

· grade = 6, 7, 8, 9, 10, 11, 12 

· eversmoke = 1 if ever smoked a cigarette; =0 if never smoked a cigarette

Of interest is describing the association between race and whether or not a student has ever smoked, adjusted for grade.  
1. As a first step, find “the best” logistic regression model for the association between grade and eversmoke.  Fit the following models and use AIC and/or BIC to justify your answer for which is the optimal model among those listed.

a. eversmoke ~ grade, where grade is continuous

b. eversmoke ~ highschool where highschool = 1 if grade≥9 and highschool = 0 if grade≤8.

c. eversmoke ~ gradecat where gradecat has three categories of age:  6-7, 8-10, and 11-12. (note:  in R,  treat gradecat as a “factor”)

d. eversmoke ~ grade + grade2 (i.e. a quadratic model)

e. eversmoke ~ log(grade)

2. Using the model chosen in part 1, now add race to the model so that your model includes both grade and race. 

a.  Report the MLEs for your model.

b. Use a likelihood ratio test to test the significance of race in the model.  Report the p-value and interpret.
c. Now, use AIC and BIC to determine if race contributes significantly to the model.

3. Discuss briefly your choice of AIC or BIC in parts 1 and 2 of this question.

Extra credit question: 

C. A case-control study was performed looking at the association between head and neck cancer and HPV16 in a high risk population.  A logistic regression model was used to describe the association between head and neck cancer and HPV.   The authors estimated the following model, where p = probability of head and neck cancer, and HPV = 1 if HPV positive and HPV=0 if HPV negative:

logit(p) = -1.47 + 2.87HPV

Assume that it is known that the prevalence of head and neck cancer in this high risk population of people who are HPV negative is 0.03.  Use this information to estimate the estimated probability of head and neck cancer in a high risk person who is HPV positive. 

